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Abstract
Pek et al. (2026) comment on Soto and Schimmack (2025) and raise concerns about the use of z-curve to evaluate the credibility of emotion research. Their central criticism is based on simulations showing that z-curve can overestimate power when selection operates not only at the level of statistical significance but also within the set of significant results as a function of effect size. This point is correct: if researchers selectively publish larger significant effects while suppressing smaller significant ones, selection models that assume threshold-based filtering can be biased. However, this limitation is not unique to z-curve and applies equally to other selection models used in meta-analysis. More importantly, there is currently little empirical evidence that researchers systematically engage in effect-size-based selection among statistically significant focal tests. In contrast, extensive evidence indicates that high success rates in psychology are primarily driven by selection for significance and p-hacking. Under these more realistic conditions, z-curve provides informative estimates of average power and selection bias. Our results also demonstrate substantial inflation of effect size estimates in traditional meta-analyses that ignore selection processes. For these reasons, we reject the recommendation to rely solely on standard meta-analytic approaches and instead advocate the use of selection models to obtain more realistic estimates of effect sizes in emotion research.
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A Response to Pek et al.’s Commentary on Z-Curve:
Clarifying the Assumptions of Selection Models
In their recent commentary, Pek et al. (2024) raise concerns about the use of z-curve in Soto and Schimmack (2025) and about our conclusions regarding the credibility of emotion research. We had access to an earlier draft of their commentary and contacted the authors to clarify several inaccuracies in their description of the z-curve method and in their characterization of our specific analyses. These issues were not resolved in the published version. Consequently, our response first addresses several factually incorrect statements about z-curve and about our implementation of the method. We then turn to their simulation results, clarify what those simulations actually demonstrate and explain how these results bear on the evaluation of credibility in the emotion literature.
What is the Expected Discovery Rate in Z-Curve?
Pek et al. (2025) state that the Expected Discovery Rate (EDR) reflects “both the average pre-data power of tests and the estimated average population effect size for studied effects” (p. 6). This formulation is potentially misleading. EDR is defined in terms of the true statistical power of the studies that generated the observed test statistics. It does not depend on hypothetical power calculations made prior to data collection. Pre-data power, as typically computed using assumed effect sizes, is a planning tool. Once a study is conducted and the true effect size and sample size are fixed, its power is determined by those quantities and is independent of researchers’ prior assumptions (Soto & Schimmack, 2026).
To illustrate, consider two researchers who conduct identical studies with N = 100 and the same standardized population mean difference (e.g., d = 0.5). The true power of these studies is identical, regardless of whether one researcher assumed an effect size of d = 0.5 during planning and the other assumed d = 0.8. Differences in pre-data power calculations matter only insofar as they influence design decisions, such as sample size planning. Once a study is completed, however, its probability of producing a statistically significant result is determined by the underlying effect and sample size, not by earlier assumptions.
Pek et al. (2025) make a second, related claim when they describe EDR as “the long-run success rate in a series of exact replication studies” (citing Brunner & Schimmack, 2020, p. 1). Although statistical power is commonly described using replication language, this terminology is conceptual rather than literal. Power refers to the probability that a study’s test statistic exceeds the critical value given its true effect size and design. This definition does not require that studies be exactly replicated or that the literature consist of homogeneous designs. In z-curve, studies are explicitly allowed to differ in their true power. EDR is therefore the average probability of statistical significance across a heterogeneous set of studies in the target literature. The relevant population is the set of original studies that generated the published test statistics, not a hypothetical collection of identical replications. 
A third misleading claim about EDR is that “because z-curve analysis infers EDR from observed p-values, EDR can be understood as a measure of average observed power.” This phrasing risks confusion with post-hoc (“observed”) power calculations computed from published significant results. EDR is not the average of observed power values calculated from significant findings. Rather, EDR refers to the average true probability that studies in the underlying set yield statistically significant results prior to any selection for significance. Because selection for significance inflates the apparent success rate in the published record, any “average observed power” computed directly from significant results will be upwardly biased relative to this underlying quantity (Schimmack, 2012). Z-curve is explicitly designed to correct this inflation, which is why z-curve estimates of EDR can be substantially lower than average observed power computed from published significant findings. For example, observed power of only significant results can never be lower than 50%, but EDR and ERR estimates can be below 50% because z-curve corrects for selection bias (Chen et al., 2025).
Correctly stated, the Expected Discovery Rate (EDR) is the average probability that studies in a given set produce statistically significant results. Each study has its own probability of yielding p < α, determined by its true effect size and sample size. EDR is the mean of these study-specific probabilities across the population of studies in the target literature. In this sense, EDR is a population parameter that characterizes the average sensitivity of the designs that generated the published test statistics.
Brunner and Schimmack (2020) formalize this connection: the mean power of a set of studies determines the expected proportion of significant results, while finite-sample variability implies that the observed proportion of significant results is a noisy estimate of that underlying discovery rate. The observed success rate in a finite collection of studies therefore reflects both the underlying average power and sampling variability, and it can be further distorted by selection for statistical significance. Z-curve models this selection process to estimate the underlying average probability of significance rather than relying on the inflated observed success rate.
Dependence of Results within Articles
It is correct that standard z-curve implementations treat each extracted test statistic, converted into a z-value, as having sampling error that is approximately standard normal with variance 1. Correlations among results arising from multiple tests reported within the same article can violate this working assumption. Accordingly, we took two steps to address potential non-independence in our target article. First, we fitted z-curve twice: once using the default specification and once using a clustered bootstrap that sampled only one result per article. As reported, these two approaches yielded very similar estimates, indicating that within-article dependence had minimal impact on the estimated mixture distribution. Sampling one result per article in each bootstrap iteration also eliminates unequal weighting by article, because each article contributes at most one statistic to each fitted dataset. These procedures were explicitly described in our original manuscript but are not reflected in Pek et al.’s (2025) characterization of our analyses.
Pek et al. (2025) also raise concerns about reliance on scraped p-values, including rounding and threshold reporting (e.g., p < .05), and their suitability for forensic meta-analysis. These concerns do not apply to our analyses because we did not rely on scraped p-values; instead, we used exact test statistics or confidence intervals to compute z-values. Pek et al. (2025) further criticize the use of automatically extracted test statistics, noting potential sources of bias. This concern has been raised previously in the literature and is well taken. Automatic extraction offers the advantage of near population-level coverage of results within a literature, but it does not, by itself, distinguish between focal tests (those bearing directly on an article’s central claims) and non-focal tests. We were explicit about this limitation and therefore supplemented analyses based on automated extraction with hand-coded focal analyses. Importantly, in Soto and Schimmack (2025), z-curve estimates were highly similar across these coding approaches, indicating that inclusion of non-focal tests did not materially alter conclusions about average power. The robustness of power estimates for focal and non-focal tests is consistent with Cohen’s (1962) classic assessment of statistical power in social psychology, which likewise reported similar power levels for focal and non-focal tests. However, focal tests had higher success rates, replicating the historically documented pattern of very high proportions of statistically significant results in psychology (Sterling, 1959; Sterling et al., 1995). The combination of similar power estimates but higher observed discovery rates for focal tests implies stronger selection for statistical significance when results bear directly on central theoretical claims.
In sum, Pek et al.’s (2025) points highlight general challenges inherent in large-scale meta-analytic work. However, these issues were explicitly considered and addressed in our target article and therefore do not undermine the conclusions drawn from our z-curve analyses. At most, they speak to standard design considerations in meta-research rather than to fundamental flaws in the z-curve approach or in our implementation of it.
Assessment of Publication Bias
Pek et al. (2025) state that our “claim of selection bias in emotional research – based on observing that EDR for both journals were not contained within their respective 95% CIs for ODR – is dubious.” We disagree with this characterization. Evidence of selection is apparent even without reliance on z-curve estimates. A visual inspection of the distribution of reported z-values shows a clear excess of results just surpassing conventional significance thresholds relative to results just missing them, a pattern that is difficult to reconcile with unbiased reporting and cannot be explained by random sampling variability alone. Whether this discontinuity reflects selective reporting, questionable research practices, or a combination of both, it indicates that the published record is not a simple random sample of all conducted analyses.
The central purpose of z-curve is not merely to assert that selection exists, but to quantify what selection implies for the credibility of the published significant results by estimating the underlying distribution of power and the Expected Discovery Rate after accounting for selection. The discrepancy between very high observed success rates and plausible levels of average power in psychological research has been documented for decades (Sterling, 1959; Cohen, 1962). Z-curve provides a principled method for translating this long-standing discrepancy into quantitative estimates of evidential strength under selection for statistical significance. Rather than simply noting that the proportion of significant findings is implausibly high, z-curve estimates what average power must be in order to generate the observed distribution of significant test statistics.
For example, a literature containing 80 statistically significant results obtained from tests of 100 true hypotheses with high average power is more credible than a literature containing 300 statistically significant results obtained from testing a mixture of true and false hypotheses under low power. Although the latter scenario produces more significant findings, a larger proportion of those findings are expected to be false positives or exaggerated effects. Z-curve is designed to distinguish between such scenarios by modeling the distribution of significant test statistics under selection and estimating the underlying power structure of the studies that generated them.
Estimating the EDR based on Significant Results
Pek et al. (2025) claim that “simulation results further demonstrate that z-curve estimators can often be biased and inconsistent … leading to potentially misleading conclusions,” and on this basis conclude, “Accordingly, we do not recommend using z-curve to evaluate research findings.” This general recommendation does not follow from the scope of their simulation results. First, their simulation confirms previous validation work showing that z-curve performs well when selection operates at the level of statistical significance, consistent with the extensive, openly accessible, and reproducible simulation studies accompanying the introduction of z-curve (Brunner & Schimmack, 2020) and z-curve 2.0 (Bartoš & Schimmack, 2022). Bias emerges only in the condition that assumes effect-size hacking, that is, selection based on the magnitude of observed effect sizes in addition to statistical significance.
In Pek et al.’s simulation of effect-size hacking, z-curve estimates of the ERR and EDR remain inflated relative to the true underlying values. Thus, if effect-size hacking were common in emotion research, our estimates of power would be overly optimistic. However, there is little evidence that researchers systematically suppress statistically significant findings because their effect sizes are deemed too small. The sharp discontinuity in the distribution of z-values at the conventional significance threshold is more consistent with selection for statistical significance and p-hacking than with selection based on effect-size magnitude.
It is therefore important to distinguish clearly between different selection mechanisms and their implications for z-curve estimates. When selection operates primarily on statistical significance and questionable research practices are absent, z-curve estimates are approximately unbiased because the selection process aligns with the model’s assumptions. Pek et al. show that a different selection process would bias z-curve estimates, but they provide no empirical evidence that effect-size hacking characterizes the literature we analyzed.
Pek et al. (2025) also provide no alternative strategy for addressing uncertainty about the research practices that produce inflated success rates. Their recommendation to rely on traditional meta-analytic tools does not resolve this issue, because these methods likewise do not correct for effect-size-based selection if it were present. Under the selection mechanism imposed in their simulation, estimates from traditional meta-analyses would also be biased. Effect-size hacking, if it occurs, is therefore a general problem for meta-analytic tools rather than a specific problem for z-curve. Even if selection models can be biased under certain misspecified mechanisms, they provide more credible inferences than methods that implicitly assume the published literature is approximately unbiased. For this reason, we recommend the routine use of selection models in effect-size meta-analyses (e.g., Vevea & Hedges, 1995) and Bayesian model-averaging approaches (e.g., RoBMA; Bartoš et al., 2021).
Conclusion
We have mixed feelings (Schimmack, 2001) about Pek et al.’s (2025) commentary. On the one hand, we welcome critical evaluation of our examination of the health of emotion research. Science advances through criticism and the correction of errors when they occur. Peer review is not perfect, and post-publication commentary, whether in journals or elsewhere, plays an important role in refining scientific conclusions (e.g., Bem, 2011).
On the other hand, we are concerned that several inaccuracies in the characterization of z-curve and of our analyses were not corrected despite prior communication. Improper definitions of key concepts such as power and the Expected Discovery Rate, as well as the omission of our hand-coded focal analyses, limit the interpretability of Pek et al.’s critique.
Their simulation study raises a valid methodological point: selection models necessarily rely on assumptions about the selection process and will produce biased estimates when the true selection mechanism differs from those assumptions. If effect-size-based selection contributes substantially to publication bias, then all selection models that assume selection primarily at the significance threshold will undercorrect. This observation is not controversial. However, its implications for the validity of our results depend on whether effect-size hacking meaningfully characterizes the literature we examined. Pek et al. provide no empirical evidence that it does.
In contrast, there is clear evidence that selection for statistical significance has historically been pervasive in psychology. Under this more established form of bias, z-curve provides informative estimates of average power and the credibility of statistically significant findings. If our estimates are overly optimistic because additional selection mechanisms operate in practice, then the true credibility of the literature would be lower than we estimated—strengthening rather than weakening the case for reforms that increase statistical power and promote transparent reporting of non-significant results. 
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